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Cassandra

* (Most popular) NoSQL wide column database

* Open source



Motivation (for this course)

e Main database selected for the course
* Hands on practice

* Platform to learn wide column data modeling
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History
* Create by Facebook in 2008
paper: Cassandra - A Decentralized Structured Storage System

* By one of the authors of Dynamo
Avinash Lakshman was previously at Amazon, then moved to FB



Facebook’s motivation

* Design a system to fulfill the storage needs of the
InNbox search problem

* Billions of writes per day

* Scale (much more) with the number of users

* A year later Cassandra was used to power much
more services within Facebook



Interesting fact

* Facebook released Cassandra as Open source

e Later on Facebook abandoned Cassandra and moved

to different technologies
HBase to power the inbox search

 However Cassandra today is used by endless number of

companies
Apple, Twitter, Netflix, Uber and much more
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Initial requirements (2008)

* Access / mange petabytes of data in real time

* Wide applicabillity

* Highly scalable

* Highly available

 Completely distributed (P2P)
 Tunable consistency

e Fast
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Architecture

Cassandra: daughter of Dynamo and Bigtable

* Dynamo
Distributed storage, replication

* Bigtable

Data model, storage engine

Cassandra was designed as a best-in-class
combination of both systems
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Dynamo —> Cassandra (1)

Data partitioning

Range is [0:1000] for the example
consistent hashing
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Dynamo —> Cassandra (2)

Repl i Cati on Range is [0:1000] for the example

Each node is responsible to
the range between it and its
predecessor

hash (key) = 344
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Dynamo —> Cassandra (3)

Tu na ble CO nSiSten Cy Range is [0:1000] for the example

Each node is responsible to node
the range between it and its 4
predecessor
'
|
|
1
1
"\ hash (key) = 344
) )
)
* N #nodes that store replicas of the data ‘

« W f#replicas that need to acknowledge the update

* R #replicas that are contacted for a read

W + R >N | ‘
(2,2,3 is a common setting) Can be tunable per query
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Dynamo —> Cassandra (4)

e Distributed cluster membership
fully distributed P2P, masterless

e Faillure detection
gossIp

* Incremental scale-out on commoadity haradware
different types of hardware size



Bigtable —> Cassandra (1)

Data model column column column

l l l
- —

<row:string, column:string, timestamp:int64> —> string




Bigtable —> Cassandra (1)

Data model column column column

— AR | v v

Cassandra model is similar, but different Versions
(much more on this soon)

<row:string, column:string, timestamp:int64> —> string
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Bigtable —> Cassandra (2)

Storage engine - SSTables

- . . . ". .

<row:string, column:string, timestamp:int64> —> string

SSTable
file

offset
offset




Bigtable —> Cassandra (2)

Storag

Writes are super fast because they do NOT require a read.

SSTable Even If only a single column is added/deleted
file

<row:string| column:string, timestamp:int64> —> string

offset
offset

key




Bigtable —> Cassandra (3)

Storage engine - the rest of the gang
 CommitLog

 Memtable

o SSTable (and compactions)

e Bloom filters



Cassandra Ring

ApacheCassandra™= NoSQL Distributed Database

1 Installation = 1 NODE
v’ Capacity + 1TB
v" Throughput: 3000 Tx/sec/core

__________________

DataCenter | Ring

Communication:
v’ Gossiping
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Cassandra - partitions

cassandra

COUNTRY
USA

USA

FR
DE

UK
AU
DE
CA
CA

FR
JP

IN

CITY
New York
Los Angeles
Paris
Berlin
London
Sydney
Nuremberg
Toronto
Montreal
Toulouse
Tokyo

Mumbai

POPULATION
8.000.000
4.000.000
2.230.000
3.350.000
9.200.000
4.900.000

500.000
6.200.000
4.200.000
1.100.000
37.430.000
20.200.000

\/
V

Partition Key
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UK

DE

Partitions are similar to ROWSs in Bigtable
(In a few slides...)

USA
USA

New York

Los Angeles

8.000.000
4.000.000

Berlin

Nuremberg

London

AU
IN

9.200.000

Sydney

Mumbai

3.350.000
500.000 dik
cassandra

4.900.000

20200000

Paris

Toulouse

Toronto

Montreal

2.230.000
1.100.000

Tokyo

6.200.000
4.200.000

37.430.000




Cassandra - partitions

cassandra

COUNTRY
USA

USA

FR
DE

UK
AU
DE
CA
CA
FR
JP
IN

CITY
New York
Los Angeles
Paris
Berlin
London
Sydney
Nuremberg
Toronto
Montreal
Toulouse
Tokyo

Mumbai

POPULATION
8.000.000
4.000.000
2.230.000
3.350.000
9.200.000
4.900.000

500.000
6.200.000
4.200.000
1.100.000
37.430.000
20.200.000

But Bigtable is a wide column DB -

How did we get to “relational” table?
(In a few slides...)

USA New York 8.000.000
USA Los Angeles 4.000.000

Vv

Partition Key
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_ Paris 2.230.000
DE Berlin 3.350.000

FR Toulouse 1.100.000
DE Nuremberg 500.000

>

UK London 9.200.000 Cassandra
AU Sydney 4.900.000 Toronto 6.200.000
IN Mumbai 20.200.000 Montreal 4.200.000

Tokyo 37.430.000



Cassandra - globally distributed

&- TP




Cassandra - tunable consistency

Availability

Can configure C* default

Partition
Tolerance



Cassandra - flexibility

Open source

On-premises
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Data model (original)

Map of Maps

e Wide column

e Similar to Bigtable

e Without the versions

e Rows are NOT ordered




Data model (original)

Map of Maps column column column

o b
= e e i

FrOw
—

(partition)

rO_V\,/ —_— # can be sparse
(partition)

<row:string, column:string> —> string




Data model (original)

API
* Thrift API

o Standard / Open source

o Straightforward AP|
“put / get / delete”



Data model (original)

Schema less
* When you create a table, it has no columns

* Originally a table was called “column family”
this will change in a few slides /\

Note: a “column family” in Bigtable
Is something else

e Fach row can add / remove columns

e Data Is saved as raw bytes
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Data model (original)

S Think about it, if you look at the schema of the database
you only see something like;

table users
table movies

No info (id, name, title, rating...) is available at the schema level.

You would need to “explore” the data to understand it

* Data Is saved as raw bytgg
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Data model (original)

Schema less - main problem

* Hard to understand the logic

 Need to read code and explore data

* Data errors (no strict forcing for reading/writing data)
for example, you save long values but read int



Data model - Update

After a few years a MAJOR update to Cassandra

* The storage had not changed at all

e Same wide column

* But the data modeling / API is completely different



“New” data model - CQL

Main goal
 Add “schema” to tables (“similar” to relational DB)

e Use an API “similar” to SQL

video_id title year duration
1 Bad Boys 1995 119
2 Top Gun 1986 110
3 American Pie 1999 96

e Use the same storage/model behind the scenes



Agenda
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Data model (CQL) - TLDR

e A table in Cassandra has

P Primary key

* Partition keys

* Clustering columns

e Columns



Partition Key

* Partition key: the first part of the primary key

e hash (partition key) defines the partition

 Dynamo will map between partitions and nodes

partition range: [-2/263 to +2/63]
1000+
: nodes




Partition Key

* Partition key: the first part of the primary key

partition range: [-2°63 to +2/63]




Partition Key

 Partition key: the first part of the pri|'"oughout the rest of the course,

whenever you would see the
“1000 nodes ring” image think
how the slide’s information would
be applied on large scale

e hash (partition key) defines threparumorr—

[

 Dynamo will map between partitions and nodes
partition range: [-2/263 to +2/63]
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Classic (relational) view
CREATE TABLE movies | movies

VldeO_ld BIGINT ; video id K
title TEXT | —
year INT, title
duration INT, year
PRIMARY KEY (wvideo 1d) .
) : — duration
1 videos
Top Gun?
/ 1 Bad Boys 1995 119
\/ 2 Top Gun 1986 110
3 American Pie 1999 06

41



_videoid  title  year  duration
Relational —> e e
W|de columns 3 American Pie| 1999 96
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Relational —> [

Top Gun 1986 110
wide columns

3 American Pie 1999 96
partition key column

'
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_videoid  title  year  duration
Relational —> e e
W|de columns 3 American Pie| 1999 96

partition key column

partition

partition

partition




_videoid  title  year duration
Relational —> T pem s T
W|de columns 3 American Pie 1999 96

partition key column
partition ‘
partition

partition

.—»-—»




SELECTIing data efficiently

e Cassandra needs to know where the data is located
—> We need to provide the partition key

SELECT * FROM movies WHERE id = 1

Partition key

1000+
nodes




SELECTIing data efficiently

e Cassandra needs to know where the data is located
—> We need to provide the partition key

SELECT * FROM movies WHERE 1i1d = 1
partition key = 1

Partition key
—>

token = 12312
—>
Data is on nhode 22 1000+
nodes



Simple partition key

* Single column (similar to previous example)

CREATE TABLE "“movies" ( _ _
title TEXT - q
year INT,
duration INT,

PRIMARY KEY (title)

) ; -  year _ duration
The title is the key / partition key I i i
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Simple partition key

* Single column (similar to previous example)

CREATE TABLE "“movies" ( _ _
title TEXT - #
year LNT, i
duration INT,

PRIMARY KEY (title)

) ; - _ _
The title is the key / partition key I i i
What happens if we have a remake? - i i

49




Composite partition key

 Multi value primary key —> single partition key

CREATE TABLE "“movies'" q
title TEXT - i

year INT,
duration INT,
PRIMARY KEY ((title, year))

S e
Note the double parentheses

(more on that later) - _
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Comparison

CREATE TABLE "“"movies" ( CREATE TABLE "“"movies" (
title TEXT title TEXT
year INT, year INT,
duration INT, duration INT,
PRIMARY KEY (title) PRIMARY KEY ((title, year))

) 7 ) ;

e

e
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SELECT * FROM movies

Comparison WHERE title = “top gun”
What happens in each case? Why?
CREATE TABLE “movies" ( CREATE TABLE “movies" (
title TEXT title TEXT
year INT, year INT,
duration INT, duration INT,
PRIMARY KEY (title) PRIMARY KEY ((title, year))

e

T
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WHERE title =

Comparison

CREATE TABLE “movie| Query partition key = “top gun”
- —>
title TEX token = 12312
year INT s
duration INT| datais on node 22 - GREAT
PRIMARY KEY (tit

53

SELECT * FROM movies
\\top gun//

What happens in each case? Why?

CREATE TABLE "“"movies'" (

title TEXT
year INT,
duration INT,

PRIMARY KEY ((title, year))



SELECT * FROM movies
WHERE title = “top gun”

Comparison

What happens in each case? Why?

CREATE TABLE "“"movies'" ( CREATE TABLE "“"movies'" (

title TEXT title TEXT
year INT, v bartition key = o year INT,
duration INT, | QUeTY Parttionkey = op i lquration INT,

—>
error - cannot calculate token
(hash function expects title + year)

PRIMARY KEY (title PRIMARY KEY ((title, year))
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Discussion

* Can you create a statement that generates
a “wide row”"?

CREATE TABLE "movies™ ( year  duration
title TEXT
year TN - '
duration INT,

PRIMARY KEY (title)

) ;
_year _ duration

o
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Reminder

e A table in Cassandra has

P Primary key

* Partition keys

* Clustering columns

e Columns



Clustering columns

* Defines the order of the data stored within a partition

* Part of the primary key

CREATE TABLE “movies" ( year title duration  rating
year INT, 1995 Bad Boys 119 6.9
title | TEXT, 1999 American Pie 96 7
duration INT, 1999 The Matrix 136 8.7
rating DOUBLE,

PRIMARY KEY ((year), title)

. \

double parentheses defines the partition keys,
the rest are the clustering columns

57




Clustering columns

* Defines the order of the data stored within a partition

* Part of the primary key

CREATE TABLE “movies" ( year title duration  rating
year INT, 1995 Bad Boys 119 6.9
title | TEXT, 1999 American Pie 96 7
duration INT, 1999 The Matrix 136 8.7
rating DOUBLE,

PRIMARY KEY ((year), title)
) ; \ /
Sorted within a single partition
double parentheses defines the partition keys,

the rest are the clustering columns
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Clustering columns - format on disk

CREATE TABLE "movies" (

year title duration rating year INT,
1995 Bad Boys 119 6.9 title TEXT,
- : duration INT,
1999 American I.Dle 96 / rating DOUBLE ,
1999 The Matrix 136 8.7 PRIMARY KEY ((year), title))

59



Clustering columns - format on disk

1999

American Pie

96

1999

The Matrix

136

8.7

Lt =

60

CREATE TABLE "“movies'" (

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))



Clustering columns - format on disk

CREATE TABLE "movies" (

year INT,
title TEXT,
- : duration INT,
1999 American I.3|e 06 / rating DOUBLE ,
1999 The Matrix 136 8.7 PRIMARY KEY ((year), title))

) ;

The clustering columns are the
- » prefix of the columns
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Clustering columns - format on disk
year  tiie  duration rating | oo UL

1995 Bad Boys 119 6.9 title TEXT,
duration INT,
: rating DOUBLE,
1999 The Matrix 136 8.7 PRIMARY KEY ((year), title))

e >
e =
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Clustering columns - format on disk
 year |t duration rating

1995

Bad Boys

119

6.9

1999

American Pie

96

/

e >
e =

63

CREATE TABLE "“movies'" (

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))




Clustering columns - format on disk
year  tiie  duration rating | oo UL

1995 Bad Boys 119 6.9 title TEXT,

- : duration INT,
1999 American I.3|e 06 / rating DOUBLE ,
1999 The Matrix 136 8.7 PRIMARY KEY ((year), title))

) ;
- _ Can this statement generate wide partitions?
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Clustering columns - format on disk
year  tiie  duration rating | oo UL

1995 Bad Boys 119 6.9 title TEXT,

- : duration INT,
1999 American I.3|e 06 / rating DOUBLE ,
1999 The Matrix 136 8.7 PRIMARY KEY ((year), title))

) ;

atwi
- . L ] ] [ ] 9
For example, what will happen if there Can this statement generate wide partitions®

are 10k movies in 1999?
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Clustering columns - format on disk (2)

. 1

What is the difference?

1994 The lion king 119
2019 The I n king 118 69
1999 American Pie 96 V4

1999 The Matrix 136 8.7




Clustering columns - for

e >

Mekentos =

(

CREATE TABLE "movies"

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

What is the difference?

67

year | ftitle | duration  rating
1994 The lion king 119 8.5
2019 The lion king 118 6.9
1999 American Pie 96 I
1999 The Matrix 136 8.7

CREATE TABLE “"movies"
year INT,

(

title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((title), year))




Clustering columns - for

e >

Mekentos =

(

CREATE TABLE "movies"

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

When to use which version?

year | ftitle | duration  rating
1994 The lion king 119 8.5
2019 The lion king 118 6.9
1999 American Pie 96 I
1999 The Matrix 136 8.7

68

CREATE TABLE “"movies"
year INT,

(

title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((title), year))




Clustering columns - for

e >

Mekentos =

(

CREATE TABLE "movies"

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

Points to consider

When to use which version? <1. The way we will query the data

year | ftitle | duration  rating
1994 The lion king 119 8.5
2019 The lion king 118 6.9
1999 American Pie 96 I
1999 The Matrix 136 8.7

69

2. The size of the partition

(

CREATE TABLE "movies"

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((title), year))




CREATE TABLE "movies"

(

Clustering columns - for

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

Points to consider

If we know the year and the title _at auery lan to use which version? 1. The way we will query the data
time, we can query both versions 2. The size of the partition

(

CREATE TABLE "movies"

year INT,
title TEXT,
e | tte | duston | raing duration  INT,
1994 The lion king 119 8.5 rating DOUBLE,
2019 The lion king 118 6.9 PRIMARY KEY ((title), year))
1999 American Pie 06 V4
1999 The Matrix 136 8.7 70




CREATE TABLE "movies"

(

Clustering columns - for

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

Points to consider

If we want to query by year en to use which version? 1. The way we will query the data
2. The size of the partition

(

CREATE TABLE "movies"

year INT,
title TEXT,
e | tte | duston | raing duration  INT,
1994 The lion king 119 8.5 rating DOUBLE,
2019 The lion king 118 6.9 PRIMARY KEY ((title), year))
1999 American Pie 06 V4
1999 The Matrix 136 8.7 1




Clustering columns - for

If we want to query by title

CREATE TABLE "movies"

(

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

Points to consider

en to use which version? < 1. The way we will query the data

1994 The lion king 119 8.5
2019 The lion king 118 6.9
1999 American Pie 96 I

1999 The Matrix 136 8.7

(2

2. The size of the partition

(

CREATE TABLE "movies"

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((title), year))




(

CREATE TABLE "movies"

Clustering columns - for

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

Points to consider

Which version will probably create bigger partitions? 1. The way we will query the data
2. The size of the partition

CREATE TABLE "“"movies"
year INT,

(

title TEXT,
e | e | dwaton | raing duration INT,
1994 The lion king 119 8.5 rating DOUBLE,
2019 The lion king 118 6.9 PRIMARY KEY ((title), year))
1999 American Pie 96 I
1999 The Matrix 136 8.7 73




Clustering columns - for

Which version will probably create bigger partitions?

year | ftitle | duration  rating
1994 The lion king 119 8.5
2019 The lion king 118 6.9
1999 American Pie 96 I
1999 The Matrix 136 8.7

74

(

CREATE TABLE "movies"

year INT,
title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title))

Points to consider

1. The way we will query the data
2. The size of the partition

CREATE TABLE “"movies"
year INT,

(

title TEXT,
duration INT,
rating DOUBLE,

PRIMARY KEY ((title), year))




Note on partition size

* The partition size is a crucial attribute for Cassandra
performance and maintenance

* |deally less than 100MB

* Current versions supports much larger partitions (in GB)

* Can you think of a data model with a partition larger
than 10GB?



Clustering columns - ordering

* Default order is ascending (descending optional)

CREATE TABLE “"movies" (
year INT,
title TEXT,
duration INT,

rating DOUBLE,
PRIMARY KEY ((year), title)

CREATE TABLE "“"movies" (
year INT, »
title TEXT, -
duration INT,
rating DOUBLE,

PRIMARY KEY ((year), title)
) WITH CLUSTERING ORDER BY (title DESC) ;

/6



Clustering columns - queries

* Clustering columns are ordered —> fast queries

SELECT * FROM movies
WHERE year 1999 AND
title “The Matrix”

CREATE TABLE "“movies" (

year INT,
title TEXT, - =)
duration INT,

rating DOUBLE,
PRIMARY KEY ((year), title)

(77



Clustering columns - range queries

* Lexicographic order for text

SELECT * FROM movies
WHERE year = 1999 AND
title >= “The Matrix”

CREATE TABLE "“movies" (

year INT,
title TEXT, =)
duration INT,

rating DOUBLE,
PRIMARY KEY ((year), title)

/8



Clustering columns - range queries

* Lexicographic order for text

Can you think of an example for this query?
SELECT * FROM movies

WHERE year = 1999 AND
title >= “The Matrix”

CREATE TABLE "“movies" (

year INT,
title TEXT, =)
duration INT,

rating DOUBLE,
PRIMARY KEY ((year), title)

79



Clustering columns - range queries

* Lexicographic order for text

Can you think of an example for this query?
Showing movies by year with paging
SELECT * FROM movies

WHERE year = 1999 AND
title >= “The Matrix”

CREATE TABLE "“movies" (

year INT,
title TEXT, - =)
duration INT,

rating DOUBLE,
PRIMARY KEY ((year), title)

80



Clustering columns - more than one

CREATE TABLE "“logs" (

year INT,
month INT,
day INT,
hour INT,
log TEXT,

PRIMARY KEY ((year, month), day, hour)
) WITH CLUSTERING ORDER BY (day DESC, hour DESC) ;

81



Clustering columns - more than one

CREATE TABLE "“logs" (

year INT,
month INT,
day INT,
hour INT,
log TEXT,

PRIMARY KEY ((year, month), day, hour)
) WITH CLUSTERING ORDER BY (day DESC, hour DESC) ;

- [ [ O
T T T T

2021/11/30, 11am 2021/11/30, 7am 2021/11/26, 6pm 2021/11/24, 10pm
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Clustering columns - more than one
CREATE TABLE "“logs" (

When querying - WHERE needs to follow the
order of the clustering columns
month INT,

year INT,
day INT,
hour INT,
log TEXT,

PRIMARY KEY ((year, month), day, hour)
) WITH CLUSTERING ORDER BY (day DESC, hour DESC) ;

- [ [ O
T T T T

2021/11/30, 11am 2021/11/30, 7am 2021/11/26, 6pm 2021/11/24, 10pm
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Clustering columns - more than one
CREATE TABLE "“logs" (

When querying - WHERE needs to follow the
order of the clustering columns
year INT,
month INT,

day INT, Is this valid?

hour INT,

log TEXT, SELECT * FROM logs
PRIMARY KEY ((year, month), day, hour) WHERE  year 2021 AND

) WITH CLUSTERING ORDER BY (day DESC, hour DESC) month 11 AND
hour 18

- [ [ O
T T T T

2021/11/30, 11am 2021/11/30, 7am 2021/11/26, 6pm 2021/11/24, 10pm
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Clustering columns - more than one

When querying - WHERE needs to follow the

CREATE TABLE "“logs" ( order of the clustering columns

year INT,

month INT,

day INT, Is this valid?

hour INT, NO - day is required

log TEXT, SELECT * FROM logs

PRIMARY KEY ((year, month), day, hour) WHERE year = 2021 AND
) WITH CLUSTERING ORDER BY (day DESC, hour DESC) month 11 AND

hour 18

-
T T T

T

2021/11/30, 11am 2021/11/30, 7am 2021/11/26, 6pm 2021/11/24, 10pm
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Clustering columns - more than one
CREATE TABLE "“logs" (

When querying - WHERE needs to follow the
order of the clustering columns
year INT,
month INT,

day INT, Is this valid?

hour INT,

log TEXT, SELECT * FROM logs
PRIMARY KEY ((year, month), day, hour) WHERE  year 2021 AND

) WITH CLUSTERING ORDER BY (day DESC, hour DESC) month 11 AND
day 26

- [ [ O
T T T T

2021/11/30, 11am 2021/11/30, 7am 2021/11/26, 6pm 2021/11/24, 10pm
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Clustering columns - more than one

When querying - WHERE needs to follow the

CREATE TABLE "“logs" ( order of the clustering columns

year INT,

month INT,

day INT, Is this valid?

hour INT, YES

log TEXT, SELECT * FROM logs

PRIMARY KEY ((year, month), day, hour) WHERE vyear = 2021 AND
) WITH CLUSTERING ORDER BY (day DESC, hour DESC) month 11 AND

day 26

-
T T T

T

2021/11/30, 11am 2021/11/30, 7am 2021/11/26, 6pm 2021/11/24, 10pm
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e History

* Architecture

* Data model (Original)
* Data model (CQL)

« Examples



Exa m ple (1 ) user_12 video_55 1638198718 344 IPhone

user_12 video_84 1638258828 877 Apple TV

* Saving user viewing history

CREATE TABLE “user viewiling history” (

user id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

PRIMARY KEY ((user id), video id)
) ;

-
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Exa m ple (1 ) user_12 video_55 1638198718 344 IPhone

user_12 video_84 1638258828 877 Apple TV

* Saving user viewing history

How would you support saving more than

one view per video?

CREATE TABLE “user viewiling history” (

user id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

PRIMARY KEY ((user id), video id)
) ;

-
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Example (1)

user 12

video 55

1638198718

344

IPhone

user 12

video 84

1638258828

877

Apple TV

* Saving user viewing history

CREATE TABLE “"user viewilng history”

user id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

(

PRIMARY KEY ((user 1id), video id, view ts)

) ;

-1
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Example (1)

user 12

video 55

1638198718

344

IPhone

user 12

video 84

1638258828

877

Apple TV

* Saving user viewing history

CREATE TABLE “"user viewilng history”

user id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

(

What is the order the results are returned?

PRIMARY KEY ((user 1id), video id, view ts)

) ;

-1
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Example (1)

user 12

video 55

1638198718

344

IPhone

user 12

video 84

1638258828

877

Apple TV

* Saving user viewing history

CREATE TABLE “"user viewilng history”

user id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

(

How would you support getting the results

by the view_ts and not by video_id?

PRIMARY KEY ((user 1id), video id, view ts)

) ;
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Example (1)

user 12

1638258828

video 84

877

Apple TV

user 12

1638198718

video 55

344

IPhone

* Saving user viewing history

CREATE TABLE “"user viewilng history”

user id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

(

PRIMARY KEY ((user 1id), view ts, video 1id)

) WITH CLUSTERING ORDER BY (view ts DESC);

-1
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Example (2)

video 84

1638258828

user 12

877

Apple

video 84

1638245477

user 44

644

<<

Apple

e Saving user viewing history for a video

CREATE TABLE “"video viewing history”

user 1id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

(

PRIMARY KEY ((video id), view ts, user id)

) WITH CLUSTERING ORDER BY (view ts DESC);

-1
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Example (2)

video 84

1638258828 user_12

877

Apple

video 84

1638245477 user 44

644

Apple

<<

e Saving user viewing history for a video

For games of thrones this partition could be

CREATE TABLE “"video viewing history”

user 1id TEXT,
video 1id BIGINT,
view ts TIMESTAMP,
duration INT,
device TEXT,

(

too big. What would you do?

PRIMARY KEY ((video id), view ts, user id)

) WITH CLUSTERING ORDER BY (view ts DESC);

-1
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Example (2)

132343

1638258828

user 12

877

Apple TV

video 84

139278

1638245477

user 44

644

Apple TV

e Saving user viewing history for a video

CREATE TABLE "“video viewing history” (

user 1id TEXT,
video 1id BIGINT,
view day INT,

view ts TIMESTAMP,
duration INT,
device TEXT,

PRIMARY KEY ((video 1d, view day), view ts, user id)

) WITH CLUSTERING ORDER BY (view ts DESC);

— - R .
B At S S

view_day = same as timestamp, just by days
and not by milliseconds




Example (2)

132343

1638258828

user 12

877

Apple TV

video 84

139278

1638245477

user 44

644

Apple TV

e Saving user viewing history for a video

CREATE TABLE "“video viewing history” (

user 1id TEXT,
video 1id BIGINT,
view day INT,

view ts TIMESTAMP,
duration INT,
device TEXT,

But what if 10m users watch a new episode

on the day it is first released?

A lot more on “data modeling” later...

PRIMARY KEY ((video 1d, view day), view ts, user id)

) WITH CLUSTERING ORDER BY (view ts DESC);

— - I .
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_rowkey kv
Exa m p I e (3) 123 title Bad Boys

123 year 1995
123 duration 119
123 rating 6.9
 Raw map of maps (old data model) - >; S B WS e
125 year 1999
125 duration 96
CREATE TABLE “test map of maps” ( 125 rating 7
row key TEXT,
k TEXT,
\'4 BLOB,

PRIMARY KEY (row key, k)
) ;

- N A
S R S




_rowkey kv
Exa m p I e (3) 123 title Bad Boys

123 year 1995
123 duration 119
123 ratin 6.9
 Raw map of maps (old data model) - >; R At
125 year 1999
125 duration 96
CREATE TABLE “test map of maps” ( 125 rating 7
row key TEXT,
k TEXT,
\4 BLOB, Can you simulate google’s Bigtable model
PRIMARY KEY (row key, k) (that is, with versions)?




Exam ple (3) 123 title 0 Bad Boys
123 year 0 1995
123 duration 0 119
. 123 rating 0 6.9
* Bigtable data model 25 T rating 1 >
without sorting on row keys 123 rating 2 7.1
125 title 0 American
CREATE TABLE "“test map of maps” ( 195 year 0 1999
row key TEXT, 125 duration 0 96
k TEXT, 125 rating 0 7

t INT
v BLOB, t == version

PRIMARY KEY (row key, k, t)
) ;
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